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Abstract—Multi-camera pedestrians tracking is a challenging
computer vision task. We propose a multi-camera tracker for
monitoring pedestrians in an enclosed shopping environment. We
assess the performance of the multi-camera tracker in a case
study, tracking customers in a food and speciality market hall.
Our multi-camera tracker tracks customers’ walking between
the stalls in the market. The information is useful for market
management, visitor safety, and other potential application areas.
Index Terms—Computer vision, Multi-camera tracking, Shopping, Market, Customer behaviour

I. I NTRODUCTION
Computer vision based tracking is gaining importance. For
example, it can be used for pedestrian counting and density estimation, for flow analysis, and for event recognition.
Practical examples have been shown as well: in the form of
intelligent surveillance systems to help police (Sultani et al.,
2018), tracking athletes for game analysis (Pers and Kovacic,
2000), or no-salesman-payment stores based on tracking and
analyzing customers (Lu, 2018).
Our research focuses on tracking customers in enclosed
shopping environments. We construct a multi-camera tracker
for these environments, test the tracker, and study the possible
applications of the data derived. To support space management
and demonstrate applications of such a tracker we present
also (a) a simulation software to visualize the extracted
crowd movement, and (b) an application to extract customers’
dwelling time at shops, where the dwelling time can be an
indicator for the customers’ intentions. We will show that
pedestrians can be tracked over multiple, overlapping video
frames, for their trajectory and activity analysis.
The paper presents a case study on tracking customers in
a market hall of Queen Victoria Market (QVM), Melbourne.
Customers in the market are walking around to explore or
buy some products. For our research we had access to the
surveillance videos of three cameras in the market hall, with
overlapping scenes. The collected videos cover three hours,
starting in the early morning when QVM just opened to the
public. The market is not crowded at this time.
The paper is organized as follows. Section 2 summarizes
existing studies of underlying components and multi-camera

trackers. Section 3 introduces our proposed methodology. Section 4 shows the evaluation results of our constructed multicamera tracker. Section 5 discusses potential applications using
our multi-camera tracker. Section 6 summarizes our project
contribution.
II. R ELATED W ORK
There is abundant literature on computer vision tracking
tasks. Most of it focuses on developing models working on
public benchmark datasets. Currently, the most significant
benchmark is the MOTChallenge published by Milan et al.
(2016). The MOTChallenge dataset covers both dynamic and
static camera scenes. It consists of videos captured in different real-world environments. However, the MOTChallenge
dataset is a single-camera view dataset, while our research
addresses the challenge of tracking in multi-camera monitoring
videos. Therefore, existing public single-camera trackers are
not enough to solve our research problem.
There is also some research on multi-camera tracking
datasets. DukeMTMC, a multi-camera multi-target (MTMC)
dataset, is a set of well-annotated, calibrated multi-camera
videos recorded on the Duke University campus using eight
synchronized cameras. DukeMTMC is recorded in an open
non-overlapping environment, while QVM is in an enclosed
environment with overlapping video scenes. Accordingly, research on DukeMTMC is also different from ours.
However, the research on such public benchmarks can
provide valuable sources for building our multi-camera tracker.
Research can be divided into three directions, (a) improving
techniques for extracting appearance features, (b) extracting
compensation features (such as motion features), and (c)
developing better detection association methods.
Most research focuses on improving techniques for extracting pedestrians’ appearance features. Previously, handcrafted
feature extraction methods like the scale-invariant feature
transform (SIFT) and the histogram of oriented gradients
(HOG) were widely used. While they are tailored and fast,
at present, deep learning methods dominate feature extraction.
Deep learning methods firstly learn a feature extraction algorithm from abundant training data and then use the algorithm
to extract features. Therefore, deep learning methods require
more time and stronger computation resources. However, deep

learning feature extraction has superior performance compared
to the traditional feature extraction methods. At present, almost
all new proposed computer vision models use deep learning.
Among them, deep convolutional neural networks (CNN) are
currently widely used. A popular CNN architecture is ResNet
He et al. (2016), which is used as a backbone for feature
extraction in various applications.
Bhuiyan et al. (2018) learn feature extraction using cumulative weighted brightness transfer functions (CWBTFs) to
model appearance variations. Sun et al. (2018) propose a part
based convolution (PBC) network. It averages a feature map
obtained through the backbone into several parts. Each part
is processed with an average pooling to obtain representative
part-level fine-grained features. The network then combines
these part-level features as the final features. Wang et al.
(2018) focus on informative spatial relations of pedestrians.
They utilize a spatial attention layer to re-introducing spatial
relations in the final classification layer Wang et al. (2018).
Wang et al. (2019a) propose a two-stream spatial-temporal
network to extract both visual semantic information and depth
information. They developed a logistic smoothing technique
to fuse extracted features.
Some research focuses on extracting motion features or pose
features as a compensation for appearance features. Ristani and
Tomasi (2018) use identities’ speed difference and directions
as motion cues. Tang et al. (2017) extract human body pose
features by an OpenPose network and fused these features with
appearance features. Wang et al. (2019b) predict the current
position with a Kalman filter and use the position difference
between predicted and realistic as a compensation feature.
Detection association is another trend in current research.
Detection association is often formulated as a graph processing
problem. For example, Yoon et al. (2019) formulate the
association problem as a one-to-one assignment problem and
solved it by the Hungarian algorithm. Chu and Ling (2019) formulate the problem as a multi-dimensional assignment (MDA)
problem, which has a better generalization performance. Ristani and Tomasi (2018) formulate the problem as a graph
partition problem, solved by a binary integer program. Jiang
et al. (2018) modelled the tracking problem as a person reidentification problem. They extract single-camera view identities’ appearance features and calculated the distance between
the appearance features of identities in different camera views.
A pair of identities with a distance in feature space below a
threshold is considered as the same identity. Most research
focuses on the detection and tracking of individual pedestrians.
However, in crowded scenes, it is difficult to detect and track
individuals. Therefore, some approaches measure congestion
as a whole. For example, Li et al. (2020) proposed a multiview crowd congestion map fusion framework for macroscopic
crowd congestion management. The proposed model addresses
the detection difficulties in occluded views, which could also
inspire individuals tracking.

III. M ETHODOLOGY
The structure of our multi-camera tracker has three components. The tracker firstly extracts single-camera view identities
using a public single-camera tracker. Then an appearance
feature extractor and motion feature extractor extracts features
of these identities. These features are fused together across
multiple camera views by constructing an affinity graph.
Figure 1 shows the structure of the proposed tracker. The rest
of this section introduces the methods in detail.
A. Single Camera Tracker
We use the single camera tracker proposed by Bergmann
et al. (2019). It links detected pedestrians across frames by
their bounding box regression algorithm. Compared with other
linking methods, this method is comprehensible by human
visual inspection. Algorithm 1 introduces the principles of this
method in detail.
Algorithm 1 Tracking by bounding box regression.
function STEP(img, actT racks, inacT racks)
if len(actT racks)> 0 then
misT racks, matT racks ← regress(actT racks)
update(misT racks, inactT racks, actT racks)
end if
newDetec, scores ← detectP edestrain(img)
unAssDetec ← f ilterOut(newDetec, matT racks)
unM atDetec ← doReid(unAssDetec, inacT racks)
createN ewT rack(unDetec)
end function
The parameter img represents the current frame. The
inactT racks is an array recording those tracks that do not
find a match in the previous frame. The actT racks is an
array recording tracks that find a match in the previous frame.
The regress function regresses the bounding box position
of each actT rack firstly. Those highly confident regressed
positions are marked as ‘matched’ while others are marked
as ‘mismatched’. The update function removes ‘mismatched’
tracks from actT racks and adds them into inactT racks. The
f ilterOut function is a non-maximum suppression (NMS)
function, in essence. The function will remove ‘matched’
tracks from new detections, and those left are marked as
‘unAssigned’. For each ‘unAssigned’ detection, the algorithm
then tries to find a match in the ‘mismatched’ tracks by a
re-identification operation. Those detections that cannot find a
match via re-identification will be initialized as new tracks.
This tracker had been proposed for the MOTChallenge
dataset. Our QVM dataset is different to the MOTChallenge
dataset in that it represents an enclosed (shopping) environment. Therefore, we manually tune the hyperparameters of
the single-camera tracker to adapt it to the QVM dataset.
B. Multi-camera Identitie Association Method
We formulate identity association as a graph assignment
problem or graph cut problem. Though the QVM dataset
is an overlapping camera scenario, we formulate the problem for both overlapping and non-overlapping scenarios. The

Fig. 1: Proposed model structure.

algorithm firstly constructs the affinity graph using single
camera tracked identities. The single camera tracked identities
become vertices of the affinity graph, and the affinities between
identities become the weights of the graph edges. Affinity
can be computed by different methods. Table I defines the
notations that are used to calculate the affinity.
Notation
T
T0
mf
af
distapp (t1 , t2 )
distrw (t1 , t2 )
ay(t1 , t2 )

Description
Set of all camera trajectories
Trajectories satisfying motion feature constraints; T 0 = mf (T )
Motion feature constraints
Appearance feature extractor
Euclidean distance between appearance features given any two trajectories
Real world distance of two identities
Affinity value of any two given trajectories

TABLE I: Notations in affinity definitions.
1) Feature Extraction: We use a pre-trained Siamese network to extract identity appearance features, and develop
a motion model for the multi-camera tracker. The motion
features used are related to the camera layout. There are three
cameras in our dataset, as shown in Figure 2. They are labelled
136, 137, and 139 respectively. Cameras 136 and 137 overlap,
and cameras 139 and 137 overlap. There is a 20 ms time
difference between camera 136 and camera 137, and 20 ms
time difference between camera 137 and camera 139; however,
we have synchronized them. Pedestrians can walk into the
range of cameras from four directions, as indicated by arrows.

Fig. 2: Layout of the cameras in the QVM dataset.
The first motion cue we used is the straight line walking
direction of customer, which we have simplified in this grid
environment to North, South, East, or West. The direction is
represented as a vector: (0,1) represents North, (1,0) represents
East, (0,-1) represents South, and (-1,0) represents West. We

assume that pedestrians would not walk in circles, that means
pedestrians would not walk directly from camera 136 to 139
without passing camera 137, and versa vice. The blue curve
in Figure 2 is an example of a pedestrian trajectory. The
pedestrian walked from A to B. The straight-line direction
is West (-1,0).
The straight-line walking direction motion cue can be described in detail as follows:
a) Pedestrian with direction (-1,0) in camera 136 can only
match pedestrian with direction (0,-1) in camera 137.
b) Pedestrian with direction (1,0) in camera 136 can only
match pedestrian with direction (0,1) in camera 137.
c) Pedestrian with direction (1,0) in camera 139 can only
match pedestrian with direction (0,-1) in camera 137.
d) Pedestrian with direction (-1,0) in camera 139 can only
match pedestrian with direction (0,1) in camera 137.
Besides the straight-line direction, the motion model also
uses the spatial-temporal and speed constraints. In the case
of non-overlapping cameras,spatial-temporal cues and speed
constraints are:
a) Two trajectories that occur in different cameras at the
same time are marked as impossible matching.
b) Two identities with speed differences higher than 30 units
are marked as an impossible matching. 30 units is an
estimated statistical value based on observations.
In the overlapping case, spatial-temporal cues and speed
constraints are:
a) A trajectory not passing through the overlapping area
should not have any matching.
b) Two trajectories not overlapping on the timeline are an
impossible matching.
The motion feature filter will remove those impossible matchings. Those left candidates will construct an affinity graph by
fusing the distances in appearance features and in real-world
position.
2) Graph Assignment Problem: We formulate the identity
association as a graph assignment problem: Given two single
camera tracking identities set, T 1 and T 2, together with an
affinity function ay : T 1 × T 2 → R, find a bijjection f :
T 1 → T 2 such that the objective function
X
ay(t1, f (t1))
t1∈T 1,f (t1)∈T 2

is minimized.

In the non-overlapping case, the affinity function is defined
as:
(
distapp (t1 , t2 ) ∀t1 , t2 ∈ T 0
ay(t1 , t2 ) =
∞
otherwise
where

t2 = f (t1 )

In the overlapping case, the affinity function is defined as:
( dist (t ,t )·dist (t ,t )
app 1 2
rw 1 2
∀t1 , t2 ∈ T 0
ay(t1 , t2 ) = 7distapp (t1 ,t2 )+10distrw (t1 ,t2 )
∞
otherwise
where

t2 = f (t1 )

We solve the graph assignment problem by invoking the solver
provided in this website.
3) Graph Cut Problem: We formulate the identity association as graph cut problem: Given the two sets of single
camera tracking identities T1 , T2 , these identities are connected
with each other by affinity, which is a similarity measure
between identities. The connection is represented in a graph
G(V, E), with ay : E → R. The graph cut problem will cut
some edges to maximize affinity of G. The graph cut can be
mathematically described as:
X
maximize
ce · ay(e)
e∈E

where

ce ∈ {0, 1}

ce = 0 means cutting the edge, while ce = 1 means keeping
the edge.
In the non-overlapping scenario, the affinity function is
defined as:
(
1
∀t1 , t2 ∈ T 0
ay(t1 , t2 ) = distapp (t1 ,t2 )
−∞
otherwise
In the overlapping scenario, the affinity function is defined as:
(
10
+ distrw7(t1 ,t2 ) ∀t1 , t2 ∈ T 0
ay(t1 , t2 ) = distapp (t1 ,t2 )
−∞
otherwise
We solve the graph cut problem by invoking the solver
provided in this website.
IV. E XPERIMENTAL E VALUATION AND R ESULTS
A. Evaluation Metrics
We use three evaluation metrics. This includes multi-object
tracking accuracy (MOTA), multi-object tracking precision
(MOTP) and identity F1 (IDF1). The higher the value of
these metrics, the better the performance. Their respective
calculation formulas are as follows:
P
(F Nt + F Pt + IDSWt )
P
M OT A = 1 − t
t GTt
P
t,i dt,i
(1)
M OT P = P
t ct
2IDT P
IDF 1 =
2IDT P + IDF P + IDF N
These three metrics are a subset of the MOTChallenge benchmark evaluation tool. The MOTA metric combines the number

of false positives (FP), false negatives (FN), and identity
switches (IDSW). The MOTP metric reflects the misalignment between annotations and predictions. The parameter ct
represents the number of matches between annotations and
detections in the t frame. The parameter dt,i is the position
distance of the ith’s pair in frame tThe IDF1 metric combines
the number of identity true positives (IDTP), identity false
positives (IDFP), and identity false negatives (IDFN).
B. Single Camera Tracking Evaluation
We firstly compare the chosen public single-camera tracker
with other state-of-the-art trackers on the public benchmark
MOTChallenge.
Tracker
LSST17(Feng et al., 2019)
MPNTrack(Brasó and Leal-Taixé, 2020)
HDTR(Babaee et al., 2018)
ChosenTracker(Bergmann et al., 2019)

IDF1
62.3%
61.7%
48.4%
55.1%

MOTA
54.7%
58.8%
54.1%
56.3%

MOTP
75.9%
78.6%
80.2%
78.8%

TABLE II: Single camera MOTChallenge tracking result comparison.
As shown in Table II, the chosen tracker has a competitive
performance compared to other trackers. We further evaluate
the chosen tracker on the QVM dataset.
Dataset
cam136
cam137
cam139
OVERALLL

IDF1
83.5%
66.6%
60.5%
68.6%

MOTA
76.5%
57.8%
48.4%
58.0%

MOTP
76.8%
77.8%
76.4%
77.0%

TABLE III: Single camera MOT tracking result on the QVM
dataset.
Table III shows that the chosen public single-camera tracker
has better performance on the QVM dataset than on the
MOTChallenge dataset. This is because we manually tune the
hyperparameters of the chosen public single-camera tracker.
The chosen single-camera tracker was initially proposed for
MOTChallenge dataset. The MOTChallenge dataset recorded
open and dynamic-view scenes, while our QVM dataset collected data in enclosed and static-view scenes. Therefore, we
tuned some hyperparameters including the alive time of a disappeared pedestrian and the number of person re-identification
features. Besides, different from the original, we also assign
a decaying weight for person re-identification features, which
means our tracker would focus on the more recent appearance
features. The resolution and fps of MOTChallenge dataset
and QVM dataset is another obvious difference. For this
difference, we tuned the hyperparameter values of person
detection threshold and the person re-identification threshold.
We tuned hyperparameters by applying a grid search strategy.
For each hyperparameter, we used the original model value as
the centre and search in its neighbourhood.
C. Multi Camera Tracking Evaluation
We implement four different trackers respective to the four
different methods discussed above. The trackers are labelled

in Table IV. Table V shows their performance comparison.
Among these, Tracker 2 has the best performance. Figure 3
and Figure 4 show two correct matching examples by Tracker
2.
TrackerID
1
2
3
4

Tracker Description
Graph Cut Modelling Under Nonoverlapping Scenario
Graph Cut Modelling Under Overlapping Scenario
Graph Assignment Modelling Under Non-overlapping Scenario
Graph Assignment Modelling Under Overlapping Scenario

TABLE IV: Tracker modelling method.
TrackerID
1
2
3
4

IDF1
50.2%
57.9%
51.9%
51.7%

MOTA
46.8%
57.9%
57.9%
57.9%

Pedestrian trajectories reflect their intentions. Customers in
QVM are walking along aisles and between stalls to explore
or buy some products. Therefore, it is possible to infer what
these customers want to buy by analyzing their trajectories.
A simple application making this inference uses two cues,
the dwelling time of customers at stalls, and and the stalls’
business scope. Setting a dwelling time threshold, e.g., 15
seconds, it is reasonable to say that a customer stopping at a
stall for a longer period is trying to buy or look for something
from that stall. A second threshold is required to determine
when a customer stops at a stall – based on the distance of
their trajectory from the stall’s front window, which, for our
case, are visualized in Figure 5 by the red lines.

MOTP
75.9%
76.2%
76.2%
76.2%

TABLE V: Multi-camera MOT tracking result comparison.

Fig. 5: Distance thresholds for customers dwelling at stalls.

Fig. 3: An example of successful matching: Pedestrians 35
and 36 are detected in both cameras 136 and 137, and the
multi-camera tracker correctly matches the detections across
the two views.

The store business scope is recorded in a database. Figure 6
is an example of our application inference. The system detects
Customer 1 stopping at Stall 5-6 for over 15 seconds. The
system checks the database and knows that Stall 5-6 mainly
sells all kinds of sausages. Therefore, the system infers that
Customer 1 is interested in buying some sausage.

Fig. 6: Our tracker detects Pedestrian 1 stopping by a stall for
a long time. The tracker infers that Pedestrian 1 intends to buy
something from this stall.
Fig. 4: An example of successful matching: Pedestrian 40 is
detected in both cameras 137 and 139, and the multi-camera
tracker correctly matches the detections across the two views.

V. A PPLICATIONS OF THE M ULTI - CAMERA T RACKER
We also demonstrate the potential application of our proposed multi-camera tracker. For this purpose, we develop two
applications, one application used to infer customers’ intentions via trajectory analysis, and one application to simulate
customers’ movements in a bird’s eye visualization.

We also develop a visualization tool for customers’ movement from a top view. This visualization is more intuitive for
human visual analysis of the flow of customers, e.g., for market management, compared to the video streams themselves.
Figure 7 shows snapshots of the developed visualization tool.
VI. C ONCLUSION
In conclusion, we proposed a multi-camera tracker for
monitoring pedestrians in an enclosed environment. We validated the multi-camera tracker performance by a case study,

Fig. 7: Snapshots of customers’ movement from bird’s-eye perspective. Each colour line represents a pedestrian. The elapsed
time between the four snapshots is 8 seconds.

tracking customers in a market hall of QVM. The evaluation
results show that our tracker has a competitive performance.
The further applications demonstrate that the multi-camera
tracker can lay the grounds to develop further tools for space
management or customer safety.
There is still work to be done to further improve performance. Our experiments show that the performance of the
multi-camera tracker is greatly affected by the single-camera
tracker. Therefore, we will focus on improving the singlecamera tracker. In addition, we can explore other multi-camera
association methods to make the multi-camera evaluation results more convincing. For example, the correlation clustering
method for multi-camera tracking proposed by Ristani and
Tomasi (2018) could be explored, which achieved state-ofthe-art performance. In addition, we inferred the customer’s
intentions by analyzing the tracking results. The inference

results need further verification.
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